boostcamp

or|e oojmto| Ay nuy

CV-16=(NOTA-03)

3= 17108, AT 177127, 48 S

boostcamp "



INDEX

Intro

Bl AV, Z2NME digk T2 ME EIQZ}QI

Model / Research

Cloje Al R Aot 7|, 4 7|8, x5 88 &L

Result / Conclusion

MY AT, B AN, B 4 L AT, A Py



1. Intro

4
oF
wa

boostcamp ="



4
of
wa

Krd

~nO

ojzf A

ol
Joi0

Toi!

7
ol
ol

M_u
jol

ol

ME

7l
ol

oK

M_u
jol

BaselLine

BaselLine

Dataset 7=

Dataset =

Off
Lo

N

EDA

4 2 MK

=
[=)

QLR

KO

Fun 1}

oK
il

Baseline

Baseline




2

100
70

L]

Hl

=
10

<
101
Rr
®
ok

e

nio
RO

Mr

o}

A
T

Joll

o
E%

=2
=

2C|HO|A Al SHE0ME s 2

X|SHHAME 2 37|

=2 o
= T

Audio-Understanding Bl X|O0r 30| M HEE

ol
70

(]

10

i

LoRA, Quantization, Knowledge Distillation 52| &

J|Eo| Ry L waD Xt

g |

Kl
nNO

|8 Audio &

7|ti =

N
Klo
0
Jjo



w
I=
HU
12
|m
m
oo
u
ro

15 1 1 19
ORERLEE
r) Dataload M|2{siZ&
QDY BHEAT
tera Qlora
T A od 3t
@ Beat$l12|0|E - EATHE
@ Deepseek DX &%| X3}

@ Deepseek MoE X &

& Unsloth 2&

.
& 2E0iRE

X7| ME (1715 - 1/17) -> B X| ™3} (1/18 - 1/26) -> &t QH™S U M5 M (1/27 - 2/6) -> X|F OFRE| (2/7 - 2/10)



2. Model / Research

H[O] & X

1.

7] &

101
0
RO

|

0{0

-

il

Ki0
03

boostcamp ="



2.1 GOl Al

Dataset Count

le6

Stagel Task Dataset Distribution

G| Of B

12

0.9

0.6 1

0.3 1

0.0

Dataset
Clothe
GigaSpeech
LibriSpeech
WavCaps

asr

Task

audiocaption

- Stage1 / task -

Dataset Distribution for audiocaption

Clotho

WavCaps

- Audiocaption task pie chart -



2.1 GOl Al

G| Of B

166 Stage2 Task Dataset Distribution Dataset Distribution for QA Dataset Distribution for audiocaption_v2
12
Dataset
B Clotho
B GigaSpeech MusicNet WavCaps
B LibriSpeech
E \WavCaps
0.9 4 I MusicNet
B audiocaps_1m
4+
| o
g audiocaps_1m
O Clotho
0.6
n
5
[+
[m]
0.3 LibriSpeech
0.0
QA asr audiocaption_v2 gender_recognition  phone_recognition
Task
- Stage? / task - - QA, Audiocaption_v2 pie chart -



22 BH

D Q-Former queries

D Whisper features BE
I:I ATs features Auditor
I:I y embeddings

D Textual embeddings

fé% + @ Text retsponse
Large Language Model 3 LoRAH

1

E-:ﬁ/b Frozen/Trainable
[DD Window-level
Q-Former 6
?’% Whisper-V3
=§ = Encoder
==== BEATSs
® ))) Encoder
dah

- O] Bl -

L)
1
L)

W [ ‘ Text instruction prompt

B e
|| 2 naH
|| Augmentation

5

=
Whisper
- ZL ZHOIN EFAE Whisper-large-v3 turbo 2 A #
BEATs
- dEs W £k VS 2[o BEATsH| 7 W EATZ WA SO
A
LLM

Unsloth®| llama 2| € (1B, 3B, 8B)2t Qwen 2.5-0.5BE A H

10



LoRA

LoRA + Quantization

- HE2| ME=S =07 T|3H
A=t 7f5| LoRA &

- MR =&d SHOAM OIF

Mixture of Experts

Llama-MoE 22 AlE

R 74| ExpertBt 2d 2510 latency
Z C

= O
Haot HE2e s 7

Teach .

\r—“g

Teacher Student

Distillation

DeepSeek R12 Teacher2 & =
st&ol llama 22 A

BaseModel EC} A& M| 2 2|
AtEE2IOZ O L2 M2 7))

- oo =2

11



y
l!":

Add Noise

. 20|20 =O0|=Z2 X HAX 0l SN THH
le_
=

1

Gain Control

- 2029 =F= LIE &6 Chdet =49 WE

=7t

—

12



5% =

00

7| &

:o-q: 7c|_’.<_ e ool
a e 4 =
D Q-Former queries ®° + @ Textresponse o T10
[] Whisper features BE L] LLM: Unsloth Llama-3.2-1B-Instruct-bnb-4bit + QLoRA
|:| ATs features Auditor Large Language Model & LoRA
[] yembeddings Audio Encoder: Whisper-Large-v3 turbo, BEATs
D Textual embeddings t '
Gl A{EH o
@f& Frozen/Trainable Dmﬂﬂ[]ﬂ UnSIOth E = 'j L OI-IT
mDU_. Window-lev% ___________t_ _________ . ' - Mok :I'L—DF— I—-Il'g' - 7010‘:-.1' & -é-%g %EH§I'
Q-Former Text instruction prompt
1] . He mEolEEE &2 45 8
Whisper-V3 % n u u
Encoder - - *ta +ta
BEATSs Augmentation 1B RS MEiSH O| 7
Encoder
 WEFEsc
. ME=OX
- HF o7 - S&w
B TPNE <F1
- ™2 X0[Q| Train Loss



N
(V2]
bt
Ob¥
1A
00
N
I

unsloth

train/loss

— unsloth/Qwen2.5-0.5B-Instruct-bnb-4bit-stagel = unsloth/Llama-3.2-1B-Instruct-bnb-4bit_stage2
= unsloth/Llama-3.2-3B-Instruct-bnb-4bit_stage2 unsloth/Llama-3.2-1B-Instruct-bnb-4bit_stagel
= unsloth/Llama-3.2-3B-Instruct-bnb-4bit_stagel = unsloth/llama-3-8b-Instruct-bnb-4bit-stagel
« whisper_v3_turbo_stage2

10

N

0 10k 20k 30k 40k

- Unsloth loss H| 1 H-

50k

deepseek

train/loss

— deepseek-ai/DeepSeek-R1-Distill-Llama-8B -+ deepseek-ai/DeepSeek-R1-Distill-Llama-8B-stage2

= deepseek-ai/DeepSeek-R1-Distill-Llama-8B-stagel

10

0 5k 10k

- Deepseek loss H| il -

14



3. Result / Conclusion

=

y

=T

1ol
ol

=

u

M_u
jol’

[V

o

o

—t

<0
8o

8

boostcamp ="



Latency (s)

0.7 1

0.6

0.5 1

0.4 1

0.3 1

0.2 1

0.1

0.0 -

>
oot

I

Whisper Experiments Results

Memory (GB)
mmE Latency (s)

v

10

Memory (GB)

Latency (s)

0.8

0.7 1

0.6 1

0.5 1

0.4 4

0.3 1

0.2 1

0.0 -

- whisper ‘dsH|u -

BEATs Experiments Results

Memory (GB)
B Latency (s)
918

10.92

&
o

oo

o2 +"

r 1o

Memory (GB)

- Beats MsH|W -

=

Whisper Experiments

Model Latency Memory
base model 0.4795 9.1761
Whisper-v3-

furbo 0.5238 9.2139

BEATs Experiments

Model Latency Memory

base model 0.4795 9.1761
w/o BEATs 0.3285 8.8462
EAT 0.3680 10.9199

16



>
oot
1IN
=

LLM Experiments

Model Latency Memory
LLM Experiments Results
Memory (GB) ae base model 0.4795 9.1761
B Latency (s) .68 1o
- R 03646 65197
3 Base + QLORA 0.3060 5.9613
o [ H;‘fr']oatg/ 18 0.3641 40938
) Unsloth/
s 38 0.4865 5.8511
53@"62\ o a“‘m‘) ,ro\—"@ < 2° ‘03'57'3% < 2 1,6'0‘)% Unsloth
2 & <& 2 2 2 o
° o T e e T e osloty e 0.6847 10.3366
o To.eT
_ MLEH|p B
LLM dsH|a & Si'féit.hz/ 5058 0.4339 3.6098




1%

ASR, Latency, Memory Values

f>
IR

Comparision between NOTA and SOTA Results

12 A

10 A

BN |atency (s)
N Memory (GB)
Il ASR

918

T
%]
o

AAC Values

15

- 10

Final Model Evaluation

Model ASR AAC Memory | Latency
NOTA 6.34 27.84 9.17 0.47
SOTA 5.30 35.49 4.09 0.36

18



ot
il

s
pis!

re
1

HOlH =3 JHd

=7}
o o

710l lo|E
AFR X} IHEf HEY

- - O

+ EH[QI E3} H|0|E] Bt
Fine-tuning

F

Ot
o>

/8N B E S}

i

Mixed Precision / Dynamic Gradient Clipping
Flash Attention S| g S 82 =90l 7|HOoZ st&

3.

=7t &+t OfO| [0

Airflow X523}

g =.X[4 78t S48 = M|

TTS £’d O|0|E| & Transducer H| !
LLM C|32 T A 71 M



34 Al

[Ne]
0R
0z

>

A B

—

0

# SOTA ElL|C},

Al boostcamp SOTAE!2| G2 QIL|Ct o2{ 22| 2C|2nt (\wav)E U2 ESID A1t MBS 2 M 2!

{3 Audio

beam search numbers

Al

o

—

=] SALMONN

User

Please upload your speech first

2 3. https://fa991a26f767fa9bd4.gradio.live

20



1. Of7| &K

boostcamp ="



4.1 OF7[ElX

D Q-Former queries

D Whisper features BE
I:I ATs features Auditor
I:I y embeddings

D Textual embeddings

Q;-}]G Frozen/Trainable

Textresponse

1

o3|

Large Language Model s

LoRA

O

[I:|[| Window-level
Q-Former 6

Whisper
§ = Encoder
S BEATSs
[ ) ))) Encoder &3

1

- 712 OF7|"A -

1
i
]

Text instruction prompt

=S

D Q-Former queries

D Whisper features BE
I:I ATs features Auditor
I:I y embeddings

D Textual embeddings

Qﬁ{b Frozen/Trainable

' + @ Text r‘;ponse

Large Language Model £

LoRA®

1

mﬂ Window-level
Q-Former 6

1
(LT
]

Text instruction prompt

T B [ i
- * a +a

- -

Whisper-V3
§ = Encoder
- BEATSs
[ 4 ))) Encoder &3

Augmentation

- A|E of7|EA -

22



End of Document
Thank You.



	슬라이드 1
	슬라이드 2
	슬라이드 3
	슬라이드 4
	슬라이드 5
	슬라이드 6
	슬라이드 7
	슬라이드 8
	슬라이드 9
	슬라이드 10
	슬라이드 11
	슬라이드 12
	슬라이드 13
	슬라이드 14
	슬라이드 15
	슬라이드 16
	슬라이드 17
	슬라이드 18
	슬라이드 19
	슬라이드 20
	슬라이드 21
	슬라이드 22
	슬라이드 23

